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Slick Lightpath Reconfiguration Using
Spare Resources

Fernando Solano

Abstract—This paper presents differentmethods to solve
the network reconfiguration problem in wavelength-
switching optical networks. The network reconfiguration
problem consists of finding a sequence of operations that
can be used to migrate traffic from one lightpath configu-
ration to another. Operations correspond to establishing or
tearing down a given lightpath. The methods presented
exploit for the first time (to our knowledge) the structure
of the underlying combinatorial problems in order to di-
vide the reconfiguration process into independent stages,
decreasing the amount of disrupted traffic. Our numerical
results show that our approaches can reduce the number of
disruptions up to 10% more than the traditional approach
(computing the minimum feedback vertex set of the
dependency graph), while releasing 40% of seized resources
during the reconfiguration process. The methodology
presented can be easily adapted to other circuit-switching
technologies, such as flexpaths.

Index Terms—Deadlock; Lightpath; Network reconfig-
uration; Traffic disruption; WDM.

I. INTRODUCTION

T hroughout the decades, different online routing heu-
ristics have been proposed in order to aid network op-

erators in the allocation of resources quickly or, in the best
cases, automatically [see efforts in standardization of
several architectures, such as path computation element
(PCE) [1], automatically switched optical network
(ASON) [2], and generalized multiprotocol label switching
(GMPLS) [3] in recent years]. However, always limited by
computational time and lacking enough information, on-
line routing heuristics are still far from being the ultimate
tool for maximizing network performance. As online rout-
ing provides a quick yet resource-inefficient solution,
network operators complementarily perform periodic re-
mapping of network resources using a time-consuming
offline computational process—referred to as network
reoptimization—in order to improve the network
performance.

Considering WDM technology, this paper assumes that
one client connection is performed through the establish-
ment of one lightpath. Throughout our paper, we will refer
to a lightpath configuration as the set of lightpaths in the

managed network that allows the fulfillment of all client
connections. Hence, in this paper, we define network
optimization in WDM as the process of setting up a new
lightpath configuration such that a certain network perfor-
mance metric is improved.

WDM network reoptimization is an extremely challeng-
ing task because of the complexity of two underlying linked
problems:

• Lightpath rerouting: find a new lightpath configuration
satisfying all client demands such that it improves
the network operator’s performance metric, and, equally
important,

• Lightpath reconfiguration: find a way to establish this
new configuration without disrupting the existing net-
work traffic.

These two problems are interrelated [4]: A nondisruptive
lightpath reconfiguration process can be performed if the
new lightpath configuration results from a lightpath re-
routing process involving only available resources in the
network—i.e., all network resources excluding the ones
used by the initial lightpath configuration. However, as
it would only consider a portion of all network resources,
the new lightpath configuration may correspond to a less
efficient resource allocation.

Considering this trade-off, we believe that the final per-
formance of the networkmust be primarily ensured. There-
fore, in this paper we focus solely on solving the latter
problem—i.e., lightpath reconfiguration. As a consequence,
the methods presented in this paper do not sacrifice the
final performance of the network in order to ease the net-
work reconfiguration process.

In the problem tackled in this paper we will initially re-
fer to two lightpath configurations (both given as input to
our problem): 1) the working (lightpath) configuration is
the set of lightpaths that are currently established and
being used in the network and 2) the new (lightpath)
configuration is the set of lightpaths that will replace the
working lightpaths after the network reconfiguration has
been performed.

The lightpath reconfiguration problem in its traditional
form is a scheduling problem, where the decision lies in the
order of the lightpaths that need to be established (from
the new configuration) or torn down (from the working
configuration) such that network traffic is not disrupted.
It becomes hard to solve when some of the resources tohttp://dx.doi.org/10.1364/JOCN.5.001021
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be used by the new lightpaths (e.g., wavelengths or wave-
length converters) are currently allocated to some of the
working lightpaths. Because of this conflict some of the
new lightpaths cannot be set up before these resources
are released, which implies tearing down some of the work-
ing lightpaths. However, in order to minimize traffic dis-
ruption, working lightpaths should not be torn down
before the new lightpaths are set up. At this point, we
say that the reconfiguration process is in a deadlock state.
We depict this with the following example.

Illustrative example: Let us consider a topology with
eight nodes and three connections: a, b, and c. Let us as-
sume that there is only one wavelength channel per fiber.
Because of the dynamism of connection and disconnection
requests, let us assume that Fig. 1(a) is our working con-
figuration, which uses seven single-wavelength fibers.

In Fig. 1(b), we depict a more resource-efficient way of
routing those demands, i.e., using four single-wavelength
fibers. This is our new configuration.

However, reconfiguring the connections to migrate the
traffic to the optimal configuration is tricky, if we assume
that the wavelengths depicted for both configurations are
the same. For instance, the reconfiguration of connections a
and b are in a deadlock, since each of their new lightpaths
need the resources that are allocated to the working light-
path of the other connection (observe wavelengths 1 → 3

and 1 → 7). The same situation is faced by connections b
and c (observe wavelengths 4 → 6 and 7 → 6).

This paper presents a novel approach to solve the light-
path configuration problem by 1) using spare resources to
decrease network traffic disruptions and, at the same time,
2) exploiting the combinatorial nature of the reconfigura-
tion problem. To the best of our knowledge, this is the first
time such a scheme has been proposed.

Given an introduction to the problem tackled in this
paper, the reader can follow the rest of our paper in the fol-
lowing order. In Section II we present some concepts used
in the paper and related previous approaches solving the
reconfiguration problem. The remaining sections present
our contributions. Section III presents a novel approach
to solve the problem by using efficiently spare network re-
sources. Section IV describes a mathematical model able to
solve the reconfiguration problem by using the approach
described in Section III. Section V introduces a set of
numerical experiments that evaluate the performance of
our methods. Section VI summarizes our contributions
and the performance of our approach.

Although this paper focuses on WDM technology, the re-
sults of this paper can be adapted easily in the case where
one client connection is established by means of several
lightpaths, or even to other technologies where resources
are completely seized by the connections, connection
establishment calls are dynamic, and traffic disruptions
are costly.

II. RELATED WORK

This section is divided into three parts. The first part of
this section introduces a basic concept in network reconfig-
uration: a dependency graph. The second part explains the
first approach, based on graph theory, to solve reconfigura-
tion with deadlocks. The third part briefly summarizes
subsequent approaches to solve the lightpath reconfigura-
tion problem.

A. Background Concepts: Dependency Graphs

As the number of connections involved in a reconfigura-
tion problem grows, it becomes harder to notice a subset of
necessary connections that are blocking each other. A
dependency graph easily illustrates this. A dependency
graph is an auxiliary directed graph that is built as follows:

• Map each connection of the reconfiguration problem to a
vertex of the dependency graph.

• If the new lightpath for connection A needs some resour-
ces that are currently allocated to the working lightpath
of connectionB, then create an arc from vertex a to vertex
b in the dependency graph.

In Fig. 2(a) we show the dependency graph considering
the working configuration [see Fig. 1(a)] and the optimal
rerouting configuration [see Fig. 1(b)] depicted in the
previous example.

(a)

(b)

Fig. 1. Example of a reoptimization solution. (a) Working configu-
ration: connection a through 1 → 7 → 3, connection b through
1 → 3 → 4 → 6, and connection c through 4 → 7 → 6. (b) Optimal
rerouting: connection a through 1 → 3, connection b through
1 → 7 → 6, and connection c through 4 → 6.
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All connections can be reconfigured (without disrup-
tions) if and only if the dependency graph has no circuits
[5]. In fact, the reconfiguration steps can be computed
efficiently with a simple polynomial algorithm [5], if the
condition holds. Unfortunately, this is not always the case,
as our previous example depicts.

B. Traditional Approach: Connection Disruption

A subset of vertices of a digraph whose removal breaks
all the circuits of the digraph is called a feedback vertex
set (FVS).

Traditionally, given a dependency graph containing cir-
cuits, a way to perform the reconfiguration is by finding an
FVS of the dependency graph and temporarily disrupting
the associated connections [5].

As it is the aim of any network operator to disrupt as few
connections as possible, it would be desirable to find an
FVS of minimum cardinality, or a minimum feedback ver-
tex set (MFVS), in other words. For the example depicted
previously, one of the MFVSs is formed by the nonshaded
vertices in Fig. 2(a), i.e., b. This means that by removing
vertex b from the dependency graph we can break all
the dependency graph circuits. Therefore, by disrupting
the working lightpath of connection B, it would be possible
to proceed with the reconfiguration without any deadlocks.
After the reconfiguration of the remaining connections has
been performed (as explained in [5]), i.e., A and C, the new
lightpaths for the demands associated with the FVS are
established.

Finding aMFVS of a graph is an NP-hard problem. How-
ever, Lin and Jou in [6] propose an exact algorithm that

quickly finds an optimal solution through a technique
called graph contractions.

In the literature, previous approaches propose the idea
of temporarily disrupting some of the connections [4,7] in
order to proceed with the reconfiguration. In our example,
it would be possible to temporarily disrupt connection b to
break the deadlocks.

III. NEW APPROACHES

In this section we progressively present a set of improve-
ments of the traditional method presented in the literature
(see, e.g., [4,5,7]). Each improvement is based on its
predecessors, and it improves the quality of the solution
(in terms of disrupted traffic) at the expense of more
calculations.

All improvements are based on the idea of exploiting
spare resources efficiently, in order to create transient
lightpaths for some of the connections that would other-
wise be disrupted during the reconfiguration process.
Spare resources, up to this point, refer to those resources
that are not used by either the working configuration or the
new configuration. For the problem instance of Fig. 1, link
1 → 2 is considered spare, since none of the given configu-
rations make use of it; link 4 → 7 is not spare, since there is
at least one given configuration making use of it.

The set of connections for which we establish transient
lightpaths (not necessarily all of the connections) is called
transitory demands.

The reader should note that for some problem instances
it is not possible to find resources to route all the demands
involved in a deadlock. Therefore, some of the connections
may need to be temporarily disrupted anyway. We call
these demands disrupted demands. Our aim is to exploit
to the maximum the structure of the dependency graph
in order to cause the least amount of traffic disruption.

The demands for which we do not compute a transient
lightpath nor disrupt them are named reconfigurable.

Summarizing, we partition our set of demands into three
subgroups: disrupted, transitory, and reconfigurable. In the
solution shown in Fig. 2(b), the demand from node 1 to
node 6 is transitory, while the other two demands are
reconfigurable.1

A simple process for reconfiguring the network using
transient lightpaths would look as follows:

1) Compute a MFVS of the dependency graph using the
Lin–Jou algorithm.

2) Choose a set of transitory demands from the MFVS
and compute corresponding transient lightpaths using
the spare resources of the network.

3) Establish transient lightpaths in the network.
4) Migrate traffic from the working lightpath to the

transient lightpaths for the transitory demands.

(a)

(b)

Fig. 2. Dependency graph,minimum feedback vertex set (MFVS),
and derived transient configuration for the example. (a) Depend-
ency graph and FVS for the working and optimal rerouting con-
figuration. (b) Transient configuration considering the MFVS.
Transient lightpath for connection b (MFVS) through 1 → 8 → 6.
The configuration can be appreciated in t � 6 of the sequence
depicted in Fig. 3.

1For this example, there are no disrupted demands.
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5) Tear down working lightpaths for the transitory
demands.

6) Disrupt those demands in the MFVS for which it was
not possible to find transient lightpaths (disrupted
demands).

7) Reconfigure the remaining connections (there should
be no deadlocks).

8) Establish the optimal lightpaths for the transitory
demands.

9) Migrate traffic from the transitory lightpaths to the
optimal lightpaths.

10) Tear down the transitory lightpaths.

The sequence of operations of the solution of Fig. 2(b) is
depicted in Fig. 3.

As we will show in the following subsections, this
intuitive process can be substantially improved.

A. Multistage Reconfiguration: Problem
Decomposition Into Strongly Connected
Components

Most FVS problems can be solved by concatenating the
solution of certain of its subgraphs, more precisely, by
concatenating the solution of its strongly connected compo-
nents (SCCs). A SCC of a digraph is a strongly connected
subgraph of maximum size. A directed (sub)graph is
strongly connected when there is a path between any pair
of vertices. A division of the graph into its SCCs can be done
in polynomial time by using Tarjan’s algorithm [8]. Still,
finding the MFVS for each SCC is an NP-hard problem.

Let G be our dependency digraph andGs be an SCC ofG,
with S the index set of SCC for G and s ∈ S. The idea of the
method presented in this subsection is to find jSj transient
configurations, each of which will include transient light-
paths for some of the demands represented in the SCC. Be-
tween two consecutive transient configurations we need a
transition configuration in order to isolate the usage of re-
sources between consecutive transient configurations. As a
result, we need a total maximum of 2jSj � 1 configurations.
These configurations can be better appreciated in Fig. 4.
Each row in the figure represents a SCC of the original
dependency graph. The columns represent different

configurations used to solve the reconfiguration problem:
the working configuration, the transition configurations,
and the new configuration.

In previous network reconfiguration problems, since
these SCC subproblems involve scheduling of operations,
the concatenation of the SCCs solution can be done by
following any topological order of the reduced graph. By re-
duced graph we mean the graph generated by replacing
each SCC by one auxiliary vertex. Note that the reduced
graph is acyclic. The topological order of the vertices of a
graph is an order in which vertex v is before u if, and only
if, there is a directed path from v to u. There can be more
than one topological order for an acyclic graph.

Unfortunately, we have observed that for the problem
explored in this paper, the quality of the final solution—
i.e., the number of disrupted connections during
reconfiguration—could depend on the chosen topological
order in some problem instances. In order to explain this,
let us focus on solving the subproblem derived from a SCC
Gs of some problem instance. Note that the resources asso-
ciated with the working configuration of the SCCs that
have been processed before Gs have already been released.
Similarly, the resources associated with the new configura-
tion of the SCCs that have not yet been processed are avail-
able. As there are no interdependencies between resources
of demands in different SCCs, this pool of resources can
be used.

Note that without breaking a problem instance into its
SCCs, the list of spare resources is limited to those not used
by either the working or the new configurations. Instead,
with the problem broken into its SCCs, each subproblem
considers a larger set of resources as previously explained
(a part of our numerical experiments corroborates this
fact). This means that some of these spare resources can be
again used for establishing temporary lightpaths in other
SCC subproblem solutions. As a consequence, dividing the
problem into its SCCs—besides decreasing computational
time—substantially increases the spare resource utiliza-
tion during reconfiguration and, hence, decreases the num-
ber of transient demands of the MFVS (or of any FVS in
use) that must be disrupted.

More formally, we can express the pool of resources avail-
able for solving each SCC subproblem as follows. Let f �k�,
with 1 ≤ k ≤ jSj, be the selected topological order function

Fig. 3. Representationof the reconfiguration sequenceof theprob-
lem shown in Figs. 1(a) and 1(b) considering the transient configu-
ration in Fig. 2(b). The order in time of the sequence is from left to
right. In this case, the transient lightpath for connection b is first
established, then its working lightpath is disconnected, and so on.

Fig. 4. Transition from the working configuration to the new con-
figuration through the stages, when solving the reconfiguration
problem by decomposing it into SCC.
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f ∶N → S. Let r�Gs;C� be the set of resources used in con-
figurationC by the demands related to vertices inGs. Then,
the resources used by the transient lightpaths for the jth
SCC of the topological order, i.e., Tf �j�, fulfills

r�Gf �j�; Tf �j�� ⊂ N n⋃
i≤ j

r�Gf �i�; C00�n⋃
j≤k

r�Gf �k�; C0�;

where C0 and C00 correspond to the working and new light-
path configurations, respectively, and N corresponds to all
the network resources of the network.

In conclusion, since the routing of the transient light-
paths for the jth SCC strictly depends on the pool of resour-
ces available at that moment (which is a result of the
chosen topological order), the quality of the solution ob-
tained for the original problem is dependent on the choice
of the topological order for solving the SCC subproblems.

B. Linking Feedback Vertex Set and Spare
Resources

So far, we have focused on finding transient lightpaths
for some of the connections in the MFVS, i.e., an FVS of
minimum cardinality.

In this subsection we explore a different idea: to find a
(probably larger) FVS for which we can find transient light-
paths for more demands. The FVS found in this way may
not necessarily have a minimum cardinality, but would cer-
tainly imply the disruption of fewer connections and better
network resource utilization during reconfiguration.

As an illustrative example, imagine that node 8 (and its
adjacent fibers) is removed from the network of the pre-
vious example. Since there are no longer resources for
the transient lightpath for demand B [therefore the solu-
tion shown in Fig. 2(b) is not feasible], reconfiguring the
network based on the MFVS solution would imply dis-
rupting connection B. However, it is possible to find tran-
sient lightpaths for connections A and C, which jointly
correspond to another FVS of the dependency graph (of
higher cardinality). The transient configuration is depicted
in Fig. 5.

For our example, in Fig. 6 we depict the sequence of op-
erations from left to right of this reconfiguration process.
We assume that one unit of time per hop is needed for each

operation, as the resource reservation protocol with exten-
sions for traffic engineering protocol performs a hop-by-hop
signaling for establishing or tearing down lightpaths.

Finding such FVS requires the design of methods
capable of linking the structure of the dependency graph
to the spare resources, so an FVS is selected only if there
are enough spare resources to route (most of the) demands
represented by the FVS.

IV. MATHEMATICAL MODELS

In this section we propose a set of alternative methods
based on mathematical models, each of which has been op-
timized to work faster under certain characteristics of the
problem instance.

The methods in this section minimize the number of
transient demands that need to be disrupted by 1) utilizing
transient lightpaths and 2) considering the structure of the
dependency graph for finding an appropriate FVS, as
explained in Subsection III.B. The input of the methods
explained in this section is a map of spare resources of
the network, the dependency graph, and a set of demands.
The decision problem of determining the topological order
is not considered in the presented methods.

A. Basic Mathematical Model

The binary variable yd will take the value of 1 when de-
mand d ∈ D is taken as a transient routable connection,
while the binary variable y0d will take the value of 1 when
demand d ∈ D is taken as a transient disrupted connection.
Connections that are not touched correspond to those
demands where both yd and y0d can be set to 0.

The binary variable xdwe will be set to 1 when the tran-
sient lightpath of the transient connection d ∈ D uses
wavelength channel w on fiber e to forward its traffic.

The superset C contains all the circuits found in the
computed dependency graph.2 Ci is a set that corresponds
to the demands involved in the ith circuit found of the
dependency graph.Fig. 5. Non-MFVS transient configuration. Transient lightpath

for connection a through 1 → 2 → 3 and for connection c through
4 → 5 → 6. The configuration can be obtained in t � 4 of the
sequence depicted in Fig. 6.

Fig. 6. Representation of the reconfiguration sequence of the rout-
ing solution of Fig. 1(b) considering the transient configuration of
Fig. 5. The order in time of the sequence is from left to right. In this
case, transient lightpaths for connections a and c are first estab-
lished, then their working lightpaths are disconnected, and so on.

2At the end of this subsection we explain how to compute this superset.
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Functions a�n� and z�n� represent the outgoing and in-
coming fibers, respectively, of node n in the network. The
constants Id andEd represent the ingress and egress nodes,
respectively, of demand d:

min
X
d

y0d (1)

subject to

X
e∈a�Id�;w

xdwe � yd; ∀ d; (2)

X
e∈ z�Ed�;w

xdwe � yd; ∀ d; (3)

X
e∈a�n�

xdwe −
X

e∈ z�n�
xdwe � 0; ∀ d;w; n; (4)

X
d∈Ci

yd � y0d ≥ 1; ∀ Ci ∈ c; (5)

X
d

xdwe ≤ f �w; e�; ∀ �e; w�; (6)

xdwe ∈ f0; 1g; yd ≤ 1; (7)

where the function f �w; e� determines whether wavelength
w at fiber link e is available, taking into account the
existing and new configuration and the disrupted connec-
tions. The function can be defined as follows:

f �w;e� �
8<
:
1; if �w;e� is free at both configurations;
y0d� ; if d�uses �w;e� in any configuration;
0; if �w;e� is used by a nondisruptive demand:

(8)

The first three constraints, i.e., (2)–(4), belong to a tradi-
tional flow conservation formulation for the multicommod-
ity flow problem [9] applied to wavelength-switched
networks with no wavelength conversion capabilities. How-
ever, the variable yd is added to express the possibility of
routing or no demand.

Constraint (6) forbids the use of the same wavelength, if
available, for more than one demand. It makes available—
for the establishment of temporary lightpaths—the
resources used by those demands that are disrupted in
the solution.

Constraint (5) is our key constraint in this formulation.
It involves finding an FVS of the dependency graph. This is
achieved by selecting at least one demand (variables yd) of
every circuit (Ci) for routing using available resources.
Note that the variable yd links this circuit-breaking
constraint with the flow conservation constraints, previ-
ously explained.

1) Finding Circuits of the Dependency Graph: The pro-
posed methodology requires an enumeration of circuits of
the dependency graph. Fortunately, a circuit base3 of the
dependency graph suffices. An interesting property is
that by breaking the circuits of a circuit base, it is
ensured that all circuits of the dependency graph are also
broken. In our implementation we used the polynomial
time running algorithm proposed by Gleiss et al. in [10].

B. Adapting the Model for Large Networks

We can formulate the problem by using a path-
generation approach [9] that improves the running time
for problem instances consisting of large networks.4 We
consider at this point that we count with a set of generated
lightpaths (see, i.e., [9] for different methods on path gen-
eration) for each demand to start, which will be extended
through iterations. The variable xdp is redefined to be set to
1 when the pth lightpath of demand d is used as a transient
lightpath for demand d. The constant Ld

p defines the set of
fiber wavelengths used by the pth lightpath of demand d.

The model presented in the previous subsection can be
rewritten as follows:

min
X
d

y0d (9)

subject to

X
d;pj�w;e�∈Ld

p

xdp ≤ f �w; e�; ∀ w; e; (10)

X
p;d∈Ci

xdp �
X
d∈Ci

y0d ≥ 1; ∀ Ci ∈ C; (11)

X
p

xdp � y0d ≤ 1; ∀ d; (12)

xdp ∈ f0;1g; y0d ∈ f0;1g: (13)

Constraint (10) is equivalent to Eq. (6) of our previous
formulation.

Constraint (11) forces the model to choose at least one
lightpath for any demand of the circuit Ci. This yields
the rupture of all the circuits in the dependency graph.
The objective function, i.e., Eq. (9), ensures that a mini-
mum number of transient nonroutable demands is found.

Constraint (12) indicates that, if the demand is not dis-
rupted, at most one lightpath p can be chosen. This con-
straint is not needed for a correct formulation of the

3A circuit base is a subset of all circuits of a graph such that any circuit not
contained in the circuit base can be generated by joining two ormore circuits
of the circuit base.
4Those where the network or the number of nodes and fibers is large.
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problem. However, we have added it in order to provide a
cut, reducing the search space and the amount of time
required by a solver for finding the optimal solution.

The mathematical model can be solved initially with a
set of precomputed paths. If no satisfying solution is found,
the model can be solved again by including a larger set of
precomputed paths. To extend the set of precomputed
paths we use path generation. For this, we consider a linear
relaxation by allowing taking fractional values of xdp up to 1
in our solution [changing constraint (13)]. We associate αw;e,
βi, and γd as dual variables for each of the constraints,
which can be obtained from the solver once the linear
relaxation problem is solved. A new candidate lightpath
to be generated for a fixed demand d must satisfy

γd �
X
i;d∈Ci

βi ≤
X

w;e∈Ld
p

αw;e: (14)

Since βi and γd values do not depend on the structure’s
computed light path, but merely on the selected demand, a
way to find such a new lightpath for inclusion in our formu-
lation can be executing a shortest-path algorithm consider-
ing the weights αw;e for all demands and then selecting the
one that satisfies the previous criterion.

C. Adapting the Model for Instances With Many
Circuits

Finding all circuits of the dependency graph can be a
time-consuming process. We propose another mathemati-
cal formulation that is more suitable for instances contain-
ing many circuits.

The formulation requires an enumeration of a large set
of candidate FVS solutions. Similar to the approach de-
scribed in the previous subsection, our aim is to include
through several iterations a new candidate FVS solution
in the formulation.

The binary variable zm has been introduced for each
candidate FVS. The set Dm corresponds to the subset of
demands involved in the mth candidate FVS.

Variable zm is set to 1 for the FVS selected as a solution.
The model is constrained by Eq. (16) to select only one FVS
candidate as a solution. With Eq. (17), we allow the model
to either set the corresponding demands of an FVS to
transient demand or disrupted demand, according to the
availability of network resources for routing them [see
Eqs. (18)–(20)].

It is possible to start solving this integer linear program
(ILP) by using a small set of FVSs and then enlarging it
systematically as needed. For this, it is important to
observe that the FVS resulting from the solutions of the
original mathematical model in the previous section,
although not necessarily a minimum, is minimal. That
is, the subtraction of any vertex from the FVS does not
represent an FVS. The proof follows by observing that
the routing model will try to avoid routing excessive

demands, but only those strictly needed to break all
circuits of the graph.

As a consequence, we only need to explore the space and
only consider minimal FVS. An algorithmic approach for
enumerating (and exploring) all minimal solutions to the
feedback vertex set problem can be found in [11].

The model can be rewritten as follows:

min
X
d

y0d (15)

subject to

X
m

zm ≥ 1; (16)

y0d � yd ≥
X
d∈Dm

zm; ∀ d; (17)

X
e∈a�Id�;w

xdwe � yd; ∀ d; (18)

X
e∈z�Ed�;w

xdwe � yd; ∀ d; (19)

X
e∈a�n�

xdwe −
X
e∈z�n�

xdwe � 0; ∀ d;w; n; (20)

X
d

xdwe ≤ f �w; e�; ∀ w; e; (21)

xdwe ∈ f0; 1g; yd ≤ 1; zm ∈ f0;1g: (22)

By analyzing the dual problem of a relaxation of the pre-
vious formulation, the enumeration FVS algorithm should
always try to find an FVS such that the sum of its dual
weights given by Eq. (17) is less than the dual value
of Eq. (16).

1) Running Time Improvements: The set of demands
considered as input by any mathematical model can be re-
duced to include only those demands for which there could
possibly exist a path in the residual network. We call this
subset of demands feasible demands. In this case, the FVS
generated by (for) the mathematical model will consist of a
subset of feasible demands, and cycles to break should
contain at least one of the feasible demands.

V. NUMERICAL RESULTS

This section presents a set of numerical experiments
that have as objectives 1) the analysis of the performance
of the method proposed in this paper and 2) the empirical
verification of some of the claims made in the paper.
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A. Scenario Description

1) WDM Network: For our numerical experiments, we
use the Japanese network topology from the SndLib
project, with 40 nodes and 66 links. Each topological link
consists of one fiber that can be demultiplexed into 16
wavelengths.

2) Demand Generation and Initial Routing: The number
of demands in our experiments varies from 110 to 230.
A source and a destination node of a demand are selected
randomly. Each demand requests one wavelength capacity.
A working configuration is formed by using the shortest-
path algorithm to fulfill the demand. If there are not
enough resources to allocate the demand with the shortest
path, the demand is discarded and another demand is
generated.

3) Rerouting: The new configuration is found by using a
multicommodity flow ILP considering the same set of
demands as the working configuration and all network re-
sources as available. As the complexity of the dependency
graph depends on the differences between the working and
the new configurations, we used two different objective
functions to analyze better the effect of the choice of routing
in our problem: 1) minimize the total routing cost (sum of
all wavelength links used) and 2) minimize the maximum
use of a fiber.

We evaluated the performance of five different methods
to solve the reconfiguration problem. The five methods are
summarized in Table I.

We use a topological order in the methods that involve
SCC decomposition of the reconfiguration problem. We will
study the effect of the topological order in future work.

The first important thing we observed during our simu-
lations is that the behavior of LJSP and LJILP is very sim-
ilar. This makes us believe that, once the FVS has been
fixed, the underlying routing problem is trivial. A similar
situation has been observed in the behavior of LJSPSCC and
LJILPSCC. Therefore, in order to make this section more
understandable for the reader, we will not refer to LJILP
and LJILPSCC.

B. Performance Evaluation Considering Different
Loads

In Fig. 7, we show the number of disrupted demands dur-
ing the reconfiguration process when we vary the number
of routed demands.

As expected, decomposing the problem into its SCC has a
positive effect in the results (compare LJSP and LJSPSCC),
and the selection of a non-MFVS has an even better perfor-
mance (compare LJSPSCC and FRI). The solutions found
with the method proposed in this paper disrupt an average
of 7.4% of the demands, while the traditional approach dis-
rupts an average of 8.7% when the number of demands
is large.

An interesting fact to observe is that LJSCCSP performs
equal to FRI when the number of demands is small (below
120 in our case) and equal to LJSP when the number of de-
mands is large (above 190). This shows that the choice of a
non-MFVS becomes more important (in terms of number of
disrupted demands) as the number of demands in the net-
work increases.

We show in Fig. 8 the running time (in seconds) of the
methods analyzed in Fig. 7 as the number of demands in-
creases. The running time of the FRI is usually higher, ex-
cept when the network load is high. In that case, FRI takes
advantage of knowing the state of network resources for
discarding possible FVS solutions. In contrast, LJSP and

TABLE I
EVALUATED METHODS

Acronym Decomposition FVS Temp Lightpath Routing

LJSP No LinJou Shortest path
LJSPSCC Yes LinJou Shortest path
LJILP No LinJou Multicommodity flow ILP
LJILPSCC Yes LinJou Multicommodity flow ILP
FRI Yes Section IV Section IV
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Fig. 7. Percentage of disrupted demands per method as the num-
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Fig. 8. Running time per method as the number of demands
varies.
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LJSCCSP show a steeper running time increase owing to
the presence of denser dependency graphs.

C. Spare Resources

One of the biggest advantages of using SCC decomposi-
tion of the problem is the number of resources that are
available during the reconfiguration process. By decompos-
ing the problem, we can achieve up to 40% of spare resour-
ces during reconfiguration. This is important, as the
network operator would not like to reject new incoming
connection demands in the network while the reconfigura-
tion takes place.

In Fig. 9 we show the minimum and maximum average
number of available resources during our experiments.
There are two important observations:

• The number of resources available always decreases as
the number of demands increases in both cases. The
interesting fact is that the number of resources available
during reconfiguration when the problem is decomposed
into its SCC is always larger than the number of avail-
able resources when the problem is not decomposed.

• A second interesting fact is related to the gap between
the minimum and maximum number of resources avail-
able as the number of demands varies. Without SCC de-
composition of the problem (one stage reconfiguration),
as the number of demands increases in the network, this
gap is smaller. With SCC decomposition of the problem
(multiple stages of reconfiguration), this gap increases.
This is explained by the fact that, as the number of
demands increases, there will be larger SCCs [4].

D. Differences Between FVS Solutions

In Fig. 10 we show for eachmethod the ratio between the
number of demands disrupted and the number of demands
for which it was possible to find a transient lightpath. For

each demand plotted in the figure, there are two bars. The
left bar corresponds to the solutions found by using
LJSPSCC, while the right bar corresponds to the solutions
found by FRI. The total length of the bar represents the
number of vertices in the feedback vertex set of each solu-
tion. The cardinality of the FVS of FRI tends to be larger
than the cardinality of the FVS of LJSPSCC, which corre-
sponds to what we expected. Note that both analyzedmeth-
ods apply SCC decomposition.

In the figure, each bar is divided into two sections. The
upper part represents the number of demands in the FVS
for which it was possible to find a transient lightpath;
hence they did not need to be disrupted. The lower part rep-
resents the number of demands that needed to be dis-
rupted, as no resources could be found in order to
allocate a transient lightpath. Even though the cardinality
of the FVS of FRI is larger, the number of disrupted de-
mands is lower, as FRI is more likely to find a different
FVS for which it is possible to find more transient
lightpaths.

E. Increased Number of Wavelengths per Fiber

We perform the set experiments considering now that
each fiber can be demultiplexed into eight wavelengths.
The results can be seen in Fig. 11.

The tendency of the algorithms in the 8-wavelength net-
work between 40 and 100 demands is the same as in the 16-
wavelength network between 120 and 180 demands, as the
network capacities differ.

F. Effect of Rererouting With a Different Network
Performance Metric

As the dependency graph is affected by the routing algo-
rithms used, we would like to know how much a different
rerouting policy could affect our results. So far, minimizing
the total number of used resources (MINTOTAL) has been
the objective of finding the new configuration in the multi-
commodity flow formulation used in our experiments.

Fig. 9. Spare resources used during the reconfiguration of
the network with and without considering SCC problem
decomposition.

Fig. 10. Percentage of demands involved in the FVS and percent-
age of disrupted demands for each method.
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In order to analyze the influence of different rerouting
metrics in the complexity of solving the problem, we solve
the multicommodity flow formulation by minimizing the
maximum wavelength utilization of any fiber (MINMAX).

The number of disrupted dependencies is very similar
for both routing metrics, having a 10% higher disruption
in MINMAX at very high network loads in any method. This
can be caused because the dependency graphs resulting
from MINMAX contain 10% more edges than the graphs
resulting from MINTOTAL when the load is high in the
network, as we observed in our results. These results
are not plotted in any figure.

An interesting fact is that, although MINMAX graphs
contain only 10% more edges and disruptions, it has
50% more circuits than MINTOTAL, which means that most
of the circuits in the dependency graph of MINMAX are
redundant.

G. Besides Periodic Network Reoptimization

In this paper we have assumed that network reoptimiza-
tion is triggered periodically by the network operator in or-
der to improve the network resource utilization and
prevent traffic degradation. However, this is not the only
case in which a network operator would need to reoptimize
or reconfigure the network. In this subsection, we briefly
discuss other scenarios.

1) Rerouting Because of Fiber Cuts: If the lightpaths are
not fully protected against fiber cuts, the network operator
would be interested in quickly rerouting the affected light-
paths. Let us assume that we are interested in quickly find-
ing a new lightpath for those affected connections only. In
such a case, as the lightpaths of the affected connections
are disrupted, the reconfiguration problem is trivial, as
there are no resource interdependencies.

The network operator could try as well to reoptimize
a part of the unaffected demands in order to release

resources that can be used for those affected connections.
In such a case, since the number of demands considered is
smaller, the derived reconfiguration problem is simpler
than the ones discussed in this paper.

2) Rerouting Because of Network Redimensioning: Let
us assume that the network capacity could be increased
(e.g., new routers and/or fibers have been installed). To re-
duce traffic congestion in some network fibers and routers,
the network operator could try to migrate part of the traffic
to new resources. As part of the connection would be
rerouted over resources that are currently free (i.e., those
recently installed), the resulting dependency graph would
contain fewer vertices and demands than the cases
presented in this paper.

3) Change of Link Weights: Some network operators use
a shortest-path heuristic based on a special weight system,
reflecting different network performance policies or the
availability. We also perform a set of experiments where
we change the set of weights used to compute the light-
paths of the new configuration for randomly generated
numbers between 1 and jNj. We observe no significant
difference in terms of the number of disrupted connections
or computational time.

VI. CONCLUSIONS

In this paper we have analyzed the problem of lightpath
reconfiguration, taking into consideration several varia-
bles. Lightpath reconfiguration may imply traffic disrup-
tions in most cases. We focused on analyzing how spare
network resources can be efficiently used during the recon-
figuration process in order to reduce the number of connec-
tions that would be otherwise disrupted by establishing
temporary lightpaths.

We show that using spare resources during network
reconfiguration helps to reduce up to 10% of traffic disrup-
tion during the reconfiguration process, at the expenses of
an increase in the computing time for solving the problem.

(a) (b)

Fig. 11. Results considering eight wavelengths per fiber in the WDM network: (a) disruption per method and (b) spare resources by
method.
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We presented a mathematical model to solve this prob-
lem and also several variations tailored to work faster
under certain circumstances.

We also analyzed how to decompose the network recon-
figuration problem effectively in order to be able to solve it
fast. In addition, the decomposition showed that the num-
ber of available resources during the reconfiguration proc-
ess can be increased by up to 40% (see Subsection V.C).
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